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Why autofdo

* For best performance need contiguous
production feedback

— VS just simple static training set at build time



autofdo timeline

Original gcc implementation by Dehao Chen In
~2014 for google branch, was ported and merged,
but abandoned

— Didn’t even have a test suite nor bootstrapping support
For a long time was a barely working feature

Good work by a variety of people to rescue over
the years

Recently there Is a real push to make it better



Profile generation

Tool to convert to
autofdo gcov




Current challenges

No regular tester coverage

Some features have regressed
— autoprofiledbootstrap slows compiler down now

External conversion tooling in a bad state
Not enough users



Problems with current autofdo tools

* Difficult to build and deploy
- Now needs full LLVM and an older version of protobuf and libabseil
- Binary usually ends up with a long list of exotic shared library dependencies
- Not packaged in distros

* Uses too much memory
- Impacts parallel builds
- No streaming support

* Interface is strange and most of the package is useless for normal gcc use

* Active maintenance is LLVM focused

- And it's not clear how long that will last because LLVM has an in-tree replacement
now



perf-gcov

Linux perf typed python script to generate gcov
- ~1.7KLOC core engine gcc-auto-profile workload

- ~4.5kLOC full package gcov.py --binary workload file.gcov
Supports everything perf script does gcc -fauto-profile=file.gcov -02 ...

Relies on libbacktrace as dwarf parser

Full replacement for autofdo tools
— create, merge, dump, diff, some new functionality

Performance is acceptable, much lower memory usage
— Some pending upstream perf changes may also help



perf-gcov vs afdo-tools

* afdo-tools Is another project to rewrite autofdo tooling
* Currently in submission

* Own DWARF and subset perf parsers in C++

* No streaming (but has a simple live collector)

* Fully integrated into gcc build system and delivery
— Avoids main drawback of perf-gcov’s python use

perf-gcov ~4k LOC
autofdo ~24k LOC
afdo-tools ~18k LOC
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Streaming

* Longer collections generate very large perf.data files
— Too big on disk and too much for memory in parallel builds

— Reason for autoprofiledbootstrap limiting collection to
sample every 10M branches

* Alternative: do all processing in a pipeline and design
tools to minimize memory overhead

* gcov-online-stream.py leveraging perf pipe support



Large scale testing

* How to test on larger scale

* #1 deployment problem with any feedback is
updating build systems and get training data



Contiguous automatic live profiling

System or
container

running
JEUES




Status of automatic live profiling

* Works for simple packages

* Next step Is trying it In large environments
— full containers, full distro, maybe also kernel

* |nterested in help



perf-gcov gaps

gcov version 4 support for afdo-tools compatibility

Fallback mode using branch samples instead of LBR
- Useful inside VMs who often don’t enable LBRs

Support/testing for more architectures

Follow future perf deprecation of builtin python, replace with library

- Would need some changes, but would likely speed up the processing significantly. However
would need to support both schemes to handle older perf versions.

Maybe range probing for dwarf like the other tools
- Would need libbacktrace changes for good performance. So far no test case needs it

Maybe add buildid checking

- Butunclear if it is actually needed, since autofdo is supposed to work between different binaries



Desired future autofdo features

gcc needs infrastructure to extend autofdo data beyond branch probabilities
- Either IR extensions or source location based query support
- Expose to gcc plugins for easy experimentation
- Real branch trace / iteration count reasoning support vs just probabilities?

autofdo beyond architectural branches
- Use branch misprediction data for if conversion
- Use branch cycle data to calibrate gcc estimation models
- Instruction prefetching based on miss distances

- Extend access of perfmon events to passes

. ForI example load store forward optimization pass should be driven by perfmon or data prefetch passes by
real misses

Value profiling

Allow programs to query profile data for inline code generation decisions
- “reverse __ builtin_expect’ based on real behavior



Conclusion

* Full implementation of autofdo tooling

* Expect afdo-tools to be the production solution
* perf-gcov useful to experiment with extensions
* As features mature they should be adopted

* https://github.com/andikleen/perf-gcov


https://github.com/andikleen/perf-gcov

Backup



Tools

gcov.py - convert perf.data to autofdo gcov files

profile-merger.py - merge multiple gcov files together

dump-gcov.py - dump a autofdo gcov file

gcov-stream-profile.sh - script to profile and generate gcov without temporary files

gcov-qnline-profile.sh - background gcov generation for all running binaries with
ebuginfo

afdo-gcc.py / afdo-g++ - compiler wrapper that auto-injects -fauto-profile for LTO link
steps

gcov-parallel.sh - parallelize gcov.py over multiple CPUs for large input files
gcov-diff.py - compare two gcov files



libbacktrace gaps

libbacktrace was designed for local backtraces, using it for
external binaries is stretching it

Basic patches for discriminators merged

OFFLINE interface rejected
— replaced with symbol override hack

Only does PC point queries in dwarf, other tools check whole
ranges for inline information

— Causes some differences in output
— To fix would need larger changes in libbacktrace
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